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‘ABSTRACT 

We introduce the Faulty Block PRAM, a model of parallel complexity 

describing large-scale implementations of shared memory. Like the traditional 

PRAM model, our model is network-independent and synchronous. Algorithms 
can be written for the Faulty Block PRAM without regard to a specific network 
topology or synchronization requirements. 

Unlike the traditional PRAM, however, our model accounts for memory 

granularity and network unreliability. We show that up to a constant factor, 

these considerations need not reduce computational efficiency. We give a prob- 

abilistic simulation of the PRAM model on the Faulty Block PRAM which 
preserves efficiency at the cost of a modest loss of parallelism. This result sug- 
gests that there is no theoretical impediment to highly efficient fault-tolerant 
computation using portable and scalable parallel software. 
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1. Introduction 

By now it is generally recognized that traditional theoretical models of par- 

allel computation fail to take into account a number of practical constraints. 

The parallel random access machine (PRAM) models idealize at least three 

difficulties which face designers of massively parallel computers: data granu- 

larity, interprocessor synchronization, and network reliability. Consequently 

the PRAM models do not necessarily provide any useful asymptotic com- 

plexity measures. 

Numerous attempts to address this gap between theory and practice 

have appeared recently in the parallel complexity literature: 

1. The Block PRAM model of Aggarwal, Chandra and Snir [2] focuses 

on the issue of memory granularity in interprocessor communication. 
Algorithms and lower bounds for this model are given in [2,12,13]. 

Memory granularity and the Block PRAM model are formally defined 

in the next section. 

2. A variety of models by Cole and Zajicek [14,15,47], Gibbons [17,18], 

Martel, Park and Subramonian [27,28], Nishimura [29] and Valiant [44] 

assume an asynchronous system of processors. These papers describe 

mechanisms for achieving synchronization among processors and algo- 

rithmic techniques for coping with the overheads incurred. 

3. The information dispersal algorithm of Rabin [26,36] unites the theory 

of error-correcting codes [6] with the technique of randomized routing 

[34,43] to provide an efficient fault-tolerant communication protocol for 

hypercube networks. 

These developments may be viewed as taking orthogonal approaches 

to the general problem of defining an “accurate” PRAM model. Gibbons 

[18] calls his Asynchronous PRAM model “more practical” than the PRAM 

model. Valiant [44] makes a more ambitious claim for his bulk-synchronous 
parallel model, suggesting that it may “act as a standard on which people 

can agree.” 

But this work is far from complete, as there remain at least two reasons 

to continue the pursuit of more realistic PRAM models. First, all three of 

the practical issues above — granularity, synchronization and reliability — 

should be incorporated into any unifying theory. Focusing on one of these 

issues could very well blur the other two. For example, consider perhaps the 

most fundamental of all PRAM algorithms, list ranking and prefix sums.
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On the Block PRAM model list ranking is provably harder than prefix sums 

[12], but on Cole and Zajicek’s APRAM model list ranking is used as a time- 

saving primitive in their prefix sums algorithm [15]. 

Second, the complexity theory should map readily onto the eventual 

parallel programming model. Given the difficulties in defining parallel 

programming models [22], it is best for the complexity community to do 

all it can. Snir [41] suggests that it is unreasonable to expect programming 

models to meet the complexity theory halfway, writing: “Ultimately, the 

main function of a parallel programming model is to provide a common 

language for research, teaching, and practice of parallel algorithms. Social 

factors have more to do with the selection of such a model than ‘physical’ 

reality.” 

An obvious way forward is to consider combinations of two or all three 

of the above practical issues in the same model. This paper represents the 

first construction of such a hybrid. 

. 

We introduce the Faulty Block PRAM as a synchronous model account- 

ing for both memory granularity and communications reliability, and we 

present an efficient PRAM simulation for this model. Up to a constant, 

there are no new overheads in parallelism, fault tolerance or efficiency. Our 

probabilistic simulation matches the parallelism of the best Block PRAM 

simulation result and the fault tolerance of Rabin’s protocol, and is efficient 

for all polynomial-time computations. 

The result is an efficient fault-tolerant routing scheme suitable for a 

wide variety of network architectures. The generality of this theory is 

made possible by new, powerful techniques including Siegel’s construction 

of high-performance universal hash functions from expander graphs. These 

techniques hide large constant factors. More practical specific approaches 

for multibutterflies and hypercubes are presented in [24], [26] respectively. 

This paper is organized as follows. Section 2 defines the Block PRAM 

model and introduces the Faulty Block PRAM model. Section 3 presents 

techniques which are preliminary to the simulation. Section 4 gives our 

main simulation result. Section 5 concludes.
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2. The model 

The issue of communication latency in parallel computation has been stud- 

ied‘for more than a decade: 

1. Two-processor communication complexity, as formalized by Yao [46], 

has been used as a tool for proving complexity bounds for VLSI [42], 

Boolean circuits {11,21] and test trees [19]. It has also been studied 

as a structural measure in its own right [30]. As a result, specific 

computational problems have been analyzed for their communication 

complexity properties. For a survey, see [10,25]. 

2. Communication delays in multiprocessor computations have been stud- 

ied in [3,31,32]. This work concerns the problem of scheduling a data- 

dependency graph to minimize overall computation and communication 

time. 

3. Communication latency is necessarily taken into account in all of the 

recent asynchronous PRAM models. 

However, none of the above research has addressed the issue of memory 

granularity, an important property of communication latency which has 

emerged from the design of virtual shared memory systems [5,7,9,16,33,38]. 

Typically, accesses to a contiguous block of words in shared memory can be 

pipelined, incurring the cost of communication latency only once. Memory 

granularity encourages the development of algorithms that make use of 

spatial locality of reference to shared memory. To provide a theory for 

this work, Aggarwal, Chandra and Snir introduce the Block PRAM model: 

Block PRAM description. [2] A Block PRAM with p processors and 

latency | is taken to be an exclusive-read, exclusive-write (EREW) PRAM. 

The latency is expressed as a multiple of basic instruction cycles and may 

be taken to a be a function of the number of processors. For example, 

1 = O(log, p) for a hypercube architecture, and | = ©(p'/?) for a two- 
dimensional wraparound mesh. Each processor is provided with a local 

memory of unlimited size. There is also a global memory of unlimited size. 

A processor may access a location of the local memory in unit time. It may 

also access a block of b consecutive locations in the global memory in time 

1+. Since no read or write conflicts are allowed, concurrent requests for 

overlapping blocks are serviced in some arbitrary order. The input initially 

resides in global memory, and the output must also be stored there. @
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Now assume that each access to a location in global memory by a 

processor is subject to a uniform probability of failure y, 0 < yg < 1. That 

is, a processor attempting to read a location may instead receive an error 

symbol; and a processor attempting to write into a location may instead 

write an error symbol into the location. Such errors may result, for example, 

from intermittent failures in the interconnection network. In practice, the 

error symbol may be implemented e.g. by using error-checking codes [35]. 

We give the name Faulty Block PRAM (with parameters p, | and y) to the 

resulting model. 

While the Faulty Block PRAM generalizes the Block PRAM model 

(which in turn generalizes the EREW PRAM model), it remains a simplified 

model of parallel computation. First, the Faulty Block PRAM permits only 

data transmission errors, not routing and computational errors; we do not 

hope to treat every conceivable kind of error in our theory. Second, the 

Faulty Block PRAM is a synchronous model; we do hope for the appearance 

of an Asynchronous Faulty Block PRAM model in the near future. Third, 

the Faulty Block PRAM masks the network topology, not caring where in 

the network the errors arise; this focuses our attention on PRAM algorithms 

and the prospects for efficient PRAM simulations. 

3. Preliminary techniques 

Our simulation uses the following strategy. The PRAM shared memory 

is represented virtually in the local memories of the Faulty Block PRAM 

processors, using a random universal hashing function. Each processor’s 

memory requests and replies are broken into fragments and rebundled. The 

fragments are routed through the global memory, using a fast Block PRAM 

permutation algorithm. With high probability, enough correct fragments 

arrive at each destination to reconstruct all of the communications. 

Block PRAM Permutation 

In general, a permutation to be performed on the Block PRAM is best 

expressed as a composition of easy, or rational permutations.
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Definition. [1] A permutation II on a set X of cardinality 2* is rational 

if it is defined by a permutation 7 on the “bit positions” as follows. Let 

X = {(@g-1,.-.,@)|a; = 0,1}, and let 7 be a permutation on {k—1,..., 0}; 

then II(ax- 1 pee. , 00) = (Ga(K- 1) 9+ ++) Ox(0) ). 

These rational permutations can be performed quickly by accessing the 

shared memory in blocks of size either n/p or I, so that we have: 

Theorem 3.1. [2] Any rational permutation on n items can be computed 

on a Block PRAM in time 

O((nlog min(n/I,n/p))/(plog(n/Ip))) for Ip <n, 

and in time 

O(l + (llog min(I, p))/log(lp/n)) for lp > n. 

Theorem 3.2. [2] Any permutation on n items can be computed on a 
Block PRAM in time 

O(min(nl/p, (nlog p)/(plog(n/Ip)))) for Ip <n, 

and in time 

O(min(nl/p, (1 log(n/1) log min(!, p))/(log tlog(tp/n)))) 

for lp > n. 

Information dispersal 

Let a, ő be positive integers with a > 8. The (a, 3) information dispersal 

problem is to divide a given data item D into a pieces such that D can 

be reconstructed from any ő of the pieces. We formalize in the following 

definition. , 

Definition. Let W = [0..N — 1] for some N € N. Let < W® > (resp. 

< W® >) represent the set of unordered a-tuples (-tuples) of elements 

from W. A (a,7) dispersal function is a mapping d: W? ~< W® > with
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an associated (G,-y) reconstruction function r :< W*® >— W7” such that for 

any array A € W and any S C d(A) with |S| = 8, r(S) = A. (In computing 

d and r, the sets d(A) and S may be specified as arrays in local memory 

with their elements given in any order.) 

For integers a > 8 > y > 0, an (a, 8,7) information dispersal protocol 

consists of algorithms for computing a (a,7) dispersal function and an 

associated (8, y) reconstruction function on words in local memory. 

Note that an (a, §,7) information dispersal protocol can be used on 

files of any size by segmenting the data into arrays of length +. 

Shamir’s “secret sharing” scheme [39], which uses the idea of polynomial 

interpolation over a finite field, is a (a, G,1) protocol. Recently Rabin [36] 

reported an improved (a, (, 3) protocol based on sets of linearly independent 

vectors over a. finite field. 

Theorem 3.3. [36] For all primes N and all integers a > G > 0, there is a 
(a, 8, 8) information dispersal protocol using words from [0..N — 1]. = 

When a is not much greater than Ő, Rabin’s protocol is “space- 

efficient”: the dispersed fragments taken together are only a/f times as 

long as the original data. This observation has led Rabin and Lyuu to de- 
sign PRAM simulations on the hypercube based on Rabin’s protocol [26,36]. 

In order to use information dispersal in efficient PRAM simulations, 

the dispersal and reconstruction functions must also be time-efficient. We 

can define information dispersal capability in complexity-theoretic terms as 

follows. 

Definition. A RAM-based complexity model (e.g. RAM, PRAM, Block 

PRAM) has (a, 8,y) information dispersal capability if the dispersal func- 
tion can be computed in time O(a +7) and the reconstruction function can 

be computed in time O(6 + 4). 

In Rabin’s (a, G, 8) information dispersal protocol, the dispersal algo- 
rithm takes time O(a) and the reconstruction algorithm takes time 0(8?). 

This complexity may be reduced somewhat by special-purpose hardware or 

multigauging techniques, or by future algorithmic improvements. Rabin 

remarks encouragingly on the feasibility of information dispersal in real ar- 

chitectures in [36]. 

(It should be noted in this context that PRAM simulations using hash- 

ing (e.g. [44,45]) have proceeded without justifying the assumption that the
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hash functions used can be evaluated in constant time. Our simulation 
result in Section 4 proceeds under an analogous assumption.) 

Universal Hashing 

Consider an implementation of shared memory in which the memory is 
divided evenly among a number of physical modules. 

The assignment of logical addresses to the physical addresses in these 
modules is known as hashing. By hashing at random, we can guarantee 
with high probability that accesses to the shared memory will be distributed 
evenly (within a constant factor) among the modules. Carter and Wegman 
[8] were the first to suggest that choosing the hash functions at random 
from small universal classes of easily computable functions could give the 
same performance guarantees while reducing the computational overheads. 
Recently Siegel [40] presented the most appropriate universal classes of hash 
functions for our purposes. 

A family F of hash functions with domain D and range R is said to be 
h-wise independent if for all y,,...,y, € R and all distinct 1,...,2, € D, 

{fe F: f(a) =y,t=1,...,h}| < |FI/|RI. 

Theorem 3.4. [40] Let 0 < 6 < 1 be fixed. Then there is an M® /? -wise 
independent class H of hash functions from [0..M — 1] to [0..M — 1] which 
can be defined in O(M°) space and evaluated in O(1) time. m 

4. The simulation 

In order to fully simulate an PRAM computation while making use of in- 
formation dispersal in shared memory, some pre- and post-computation is 
necessary so that the input and output data are specified in undispersed 
form. Our simulation result refers to intermediate steps of PRAM compu- 
tations. 

We will use the following tail estimation. 

Lemma 4.1. [37] If Y,,...,¥y are independent Bernoulli trials such that 
the expected value E for their sum is E(>, Yi) = n, and if 6 > 0, then 
Probf2, Yi > (1+ 6)n} < (e°/(1 + 6)'+5)".
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- Theorem 4.2. Let ¢ and k be positive constants. Then one intermediate 

step of an EREW PRAM computation with q processors and q* memory can 

be simulated in O(q/p) steps with probability 1—exp(—0Q{min(q/p, —llogyp— 
log(q/l))}) by a Faulty Block PRAM with p processors, latency |, failure 

parameter y and (2I,1,1) information dispersal capability, provided that 
Iptt¢ < g. 

Proof. Overview. The virtual EREW PRAM shared memory is distributed 

among the local memories of the Block PRAM processors, using a random 

hash function f € H (see Theorem 3.4). Without loss of generality, we 

assume k > 27/4 (the Block PRAM memories are unbounded). Also, we 

assume that |, p and g are powers of two and that the word size of both 

machines is at least log g (affecting our bounds by at most a constant factor). 

We take 6 = 2/3; it may be verified that this gives a g-wise independent 

class of hash functions from [0..¢* — 1] to [0..¢* — 1] which can be defined in 
o(q*"?) space. 

Assume the Block. PRAM processors are numbered [0..p ~ 1] and the 

EREW PRAM processors are numbered [0..¢ — 1]. Then virtual address 2, 

0 <x < g* —1, is hashed to the local memory of Block PRAM processor 

f(z) mod p, and EREW PRAM processor y, 0 < y < q —1, is simulated by 
Block PRAM processor y mod p. 

We will use a segment of shared memory corresponding to an array 

A[0..8g — 1] to route messages among the processors. The shared memory 

segment A[8igq/p..8(i + 1)q/p — 1] is called the home block for processor i. 

A local computation instruction on the EREW PRAM is simulated by 

having each Block PRAM processor perform (at most) ¢/p local computa- 

tions in time O(q/p). 

We describe how each EREW PRAM global read and write instruction 

is simulated in time O(q/p). 

e Coding: Each processor encodes its (at most) q/p global read requests 

or write instructions as messages (some possibly null) in a string of 2q/p 

words. A read message is two words giving the requesting processor’s 

ID and the virtual address. A write message is two words giving the 

virtual address and the data to be written. 

e Information dispersal: Apply a (2l,1,1) information dispersal protocol 

(see Theorem 3.3) to each string. 

e Message passing: Each processor copies the fragments for its message 

string into its home block. Each message has a virtual address to be
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accessed, which has been hashed to the local memory of a destination 
processor. To route each message, it suffices to copy it into the home 
block of its destination processor. With high probability, no processor 
is the destination processor for more than 2q/p messages, and the 
messages can be routed as a permutation on array A in time O(q/p) 
by Theorem 3.2. Moreover, the permutation algorithm of Theorem 3.2 
consists of rational permutation operations of the following two forms: 

1. Each processor reads 4q/pl blocks of size I ( pieces) and writes them into 
their new locations. 

2. Each processor reads and permutes a block of size 4q/p (i.e. 4q/pl 
consecutive whole pieces) and writes it back. 

We can therefore replace each access to shared memory as follows: 

e For each read from a piece of A, instead read from a piece of A’ and 
reconstruct the piece of A. 

e For each write into a piece of A, instead disperse the data and write 
the 2] fragments into a piece of A’. 

e Finishing up: Each processor copies its home block into shared memory. 
For write instructions, each processor updates the accessed memory 
locations. For read instructions, each processor encodes the contents of 
the accessed memory locations as messages and these replies are sent 
back to the requesting processors as above. 

e Information dispersal: We will call a processor overloaded if it is the 
destination processor for more than 2q/p messages during a simulation 
step. We show that in each simulation step, the probability that some 
processor is overloaded is exp(—Q(q/p)). Fix a congruence class II = 
a mod p and a set of memory addresses $ C [0..q*—1], |S| < g. From the 
q-independence of F and Lemma 4.1 we have Prob{|f(S)NI| > 2¢/p} < 
(e/4)%/?. Thus the probability that some processor receives more than 
2q/p messages is bounded above by p- exp(—Q(q/p)) = exp(—Q(q/p)). 
We must also estimate the probability that at some read step, some 

processor does not have enough (i.e. at least 1) fragments to reconstruct 
a piece of A. Each fragment is lost with independent probability o, so 
we can use Lemma 4.1 directly to estimate the probability of failure in 
reconstructing a given piece. If ¥; = {Fragment i lost}, this is Prob{}>, Y; > 
I} < (e126) /(2p)- 20) ja = exp(Q(Ilogy)). 

During the simulation, there are at most q/I piece-reconstructions. The 
overall result follows. =
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The following corollary shows that our simulation (asymptotically) 

matches the fault-tolerance properties of Rabin’s PRAM simulation for the 

hypercube; see [36]. In particular, the simulation has failure probability 

o(1) for all polynomial-time computations (T — 990 ). 

Corollary 4.3. A Faulty Block PRAM with p processors, latency | = log p, 

failure parameter y = 1/ log p and (2 log p, log p, log p) information dispersal 

capability can simulate one step of an EREW PRAM with p'** processors 

and p* memory in time O(p*) with probability of failure 

exp(—Q)(log ploglogp)). = 

5. Conclusion 

The Faulty Block PRAM is a complexity model for synchronous parallel 

computation which takes into account memory granularity and communi- 

cations unreliability. Being network-independent, it suggests that there is 

no theoretical impediment to highly efficient fault-tolerant computation us- 

ing portable and scalable parallel software. Further, a high degree of fault 

tolerance can be implemented essentially for free. 

The typical cost of PRAM simulation on “more realistic” models has 

been a modest loss of parallelism. The factor lost correlates with the 

network latency for the Block PRAM; the cost of a synchronization barrier 

for asynchronous models; and the number of fragments used for Rabin’s 
fault tolerance scheme. By scheduling this number of processes on each 

processor — that is, by providing for parallel slackness — we are able to 

obtain optimal speedup from optimal PRAM algorithms. This argument 

has become known in the literature as latency hiding. 

Our simulation result for the Faulty Block PRAM shows that the paral- 

lel slackness costs are not additive. Latency hiding for memory granularity 

provides the overhead for fault tolerance. 

For certain PRAM algorithms in which each access by every processor 

to the shared memory is to a block of size Q(g¢/p), information dispersal can 

be used without going through the general simulation. Specific PRAM and 

Block PRAM algorithms can be developed and analyzed in this context. 

We remain interested in the prospect of other combinations. Consider- 

ing granularity and synchronization together would provide further insight
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into the relative difficulty of list ranking and prefix sums, and implemen- 

tation techniques applicable to a wide range of graph, tree, list and string 

algorithms. An efficient asynchronous protocol for fault-tolerant routing 

would be of obvious interest. 

We would also like to extend our treatment of fault tolerance to pro- 

cessor as well as link failures, generalizing the work in [4,20]. 
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